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Optimizing operator computation of MiniGo on

high-performance heterogeneous accelerator
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(1. College of Computer Science and Technology, National University of Defense Technology, Changsha 410073, China;

2. National Key Laboratory of Parallel and Distributed Computing, National University of Defense Technology, Changsha 410073, China)

Abstract; An efficient parallel computing method based on the characteristics of the high-performance heterogeneous accelerator and the

training mode of MiniGo was proposed. The on-chip computing resources were reasonably planned to achieve pipelining parallel optimization

between heterogeneous devices. The shared memory programming was designed according to the existence of shared storage segments between

heterogeneous devices to reduce data transmission costs. According to the characteristics of multiple computing resources in a digital signal

processing cluster, combined with the computing-memory access feature of the operators, different optimization strategies were designed. At the

same time, this method provides an easy-use high-performance operator library for TensorFlow. The experimental results show that this method

realizes the multi-core parallel computing of operators. The speedup of convolution was 24.69 compared with that was achieved on a single core.

Compared with the cropped version of the 8-core FT2000 + CPU, the speedup of training and self-play execution on this method were 3. 83 and

1.5, respectively.
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Tab.1 Network structure of MiniGo

" HIA AN i
CONV3_ (19,19,13)  (3,3,13,64) (19,19,64)

INIT
CONV3_

RES (19,19,64) (3,3,64,64) (19,19,64)
CONVI (19,19,64)  (1,1,64,2)  (19,19,2)
POLICY
CONVI (19,19,64)  (1,1,64,1)  (19,19,1)
VALUE

FCl (1,722) (722,362) (1,362)

FC2 (1,361) (361,64) (1,64)

FC3 (1,64) (64,1) (1,1)
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Fig.1 System architecture diagram of prototype system
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BeRA R 1 x 19 x 19 x 64 >3 24 4 46 1y
19 A4~o oo R BRI AT 1k R IR 1) R AL
Ja AR R T AT B NCK IR A5 4 I
FTHIN(C/19) A 19 RARAT

HiEl FRALEREFIEHEHARE
Alg. 1 Pseudo code for original fully connected operator

in forward calculation

BN A IIN][C PCRA R WC[K]
W AR OLNT[K]

1. Set N=8,C=361, K=64, c=19

2. fori=0: N do

3. fork=0:Kdo

4 O[i][k] =0

5. forj=0: C do

6 O[i][k] +=1[iJ[j] = W[jl[k]

HiE2 AXFEEEREFIEITEHNRD
Alg.2  Pseudo code for this method’s fully connected

operator in forward calculation

BN A IIN][C) PCRARE WC[K]
W AR OLNT[K]

1. Set N=8,C=361, K=64, c=19

2. for i=0: N do (in parallel)

3. forj = 0:c:Cdo (in parallel)

4 DMA(I[i][¢] =>1 s[i][c]). DDR —>SM

5 DMA(W[c][K] =W a[¢][K]), DDR =AM
6. O_{vr![i][K] = Ls[i][c] *W_a[c][K]

7. Accumulate, O_{ vr}

8. DMA(O_{vr{[N][K] —=>0O_{al[N][K]), VR =AM
9. DMA(O_{a}[N][K] -=>O[N][K]), AM ->DDR

AT AR R ERHAABEnE 2 Brs i
Feh K ILN]LCIHE N HEFEATRI 53, %) 3 Ja B
W LApR i 77 30 DDR iz DSP #1 SM A
Xt WLCTLK Ty # , i 9 JE X DDR i
AF DSP AZ MY AM Hr o X SM A R AR gl
RSP AT, %) o3 J5 — 41 s R/ A (1,19) 7



o1 4]

T, 55 - PR RE A A & MiniGo H1 1AL Tr ik 135

AT R, 522 3 2 ) 18 75 77 4% (vecter
register, VR) /1, W — 50 SAE 179k B
Jin, A5 — S5 AU VR H S 2, an sb i 4
19 WSEN N 4k B 1 U8, iU AM H ) JE 4k
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R -
x5l x, x...x§},']V/8§
HFER R
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Fig.2 Schematic diagram of on-chip mapping for

fully connected computation
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(a) Forward computation process

LN 4 HUE TR

(b) Szt e

(b) Backward computation process

3 BRI

Fig.3 Computation process of direct convolution

MiniGo H i) 45 B I3 7~ AR 408 K4 MU ASE ] 53y
CONV3 _INIT, CONV3 _RES, CONV1 _POLICY,
CONVI1_VALUE, DL CONV3_INIT R, % FH i
] P HRAE R R G i Dh IS AR5 3 P 7
N 4E F Ry 1,886 5 o0 8 8 A% FIRATt
o Eilil 8 4 W RIS ZNE AM B 7EK
4R C Y FARIEER K — 2R/ R (3,3) B WK
A VR HREERRIE . 16 H R W 4B 3, 52 1
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R RS, RS, W EAT padding,
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Alg.3 Pseudo code for CONV3_INIT operator in

forward calculation

BN AN H][W][C] AGEAFE WH]
[W]LC]IK]
W A OLNJ[H][W][K]

1.Set N=8, H=19, W=19, C=13, K =64

2.forn=0: N do (in parallel)

3. JHEDMA(WIH][W][C][K] >W_a[H][W][C][K])

4. DMA(I[n][H][W][C] —>I_s[n][H][W]
[C]). DDR —>SM

5. fork=0:Kdo (in parallel)

6 forc=0:C do

7. DMA(W_a[3][3][c][k] >W_{wri[3][3][c][k])

8 for h=0: H do

9 forw=0: W do

10. save h to R1, save w to R2

11. if R1 or R2 edge (in parallel) ; $pZ

12 DMA(Ls[n][3][3][c] >1_{wr{[n][3][3][c])

13. O_fvrf[n][h][w][k] = I_{vr{[n][3]
[31[c] x W_{vrf[3][3][c][k]

14. DMA(O_{vr{[n][h][w][k] ->O0_g

[n][h][w][k])
15. DMA(O_g[NJ[H][W][K] ->O[N]J[H][W][K]),
GSM -> DDR

L 0 i1k DMA f it 2] DDR o o #r Lk
TR I ERIE 3 AR 2 FIHT 8 4
BAE N 4k ESCBUR T, £ 0K S5 FIHZ VPE
ZAA A, AL K QESCBUIRAT . 72298 11, 3 2
i 26 MR AN, B HE S F 2 T MR T,
RIS EATIK 2 A48 4, DI 2 o 38 o A7 100 54
Wi AE . A SONEE RV T gl 72 A
MZWi 2 VPE 295 4% A8 S M EE T T
AT
2.1.3 BN +ReLU

BN A7 B T I 5 5 PR U ST By 1 00 45 3 42
Fo MF AWK MEA X = [, 2, -,
2] g X EE LS R X 2, B Y =

[y oy @ y™ T BN R4 AN
(i)
i X -
N =1 (1)
VO +e&

X,y 1B 43 B2 38 3 R AR 2%, 76 MiniGo
HH S PR AU ReLU, 402X(2) TR .
x,x>0
g(x) ={ (2)

ax ,x<0

Hrba 5T 00 Ha KT OB, ALY v NTEE

T 0 mf,x EH O,

AT BN Al ReLU G360 1 AT BE
A OB AE i BRI E o BN + RelU
T B R AL KN NHWC 1 N 4] DL
ZRHATIE . N 4E Z A7 B0 58 o, (T
e EALYHF oy ZIMHA Ly, A4S DSP N, TR
C 4 T VR 900147, € 264,72 VR A HEEfE
TIAEE . K B IR I3 I A K 2 SR A R AT
12 AM PR A AZ 1 200 25 R A7 fif 3 GSM
i, 7€ BN PSS AT RelU JHE, X 1E 131
B, BT BN B AT AT {E /N T 0 )
WA R O, e 2 ANV o S la) i B8, 4n 2R S i
FOIE ] ReLU HYZER N O, PHF 07 B B XTI 1%
ABBRERAE N 0, RZ A
2.2 BMgEEEFFIT

JRRIZRGEh 14> 16 #% CPU 4 4> DSP % .1 4>
SM LT DDR #4 i CPU-DSP S it 53 1y
O R B, BT DUKFE CPU-DSP 544
HEBS AR —MES, LUERE MiniGo
MR IR R
2.2.1 GRKIGAT

SRR RUKIFATIRE RS T CPU Bdust
PEA DSP H iR ], CPU K4 Ak 36 475 k4
ZEF A I AU AT SRR P
Ro PLARIIAL 55 0], B REAR T — 2247 3)
UGS R D MR RERE . SR D WL
ROP R YR HERE [, G g A 4 B
e BN ZRA B A HE RS . (R I, AR SCO7 96 H
SR BT 55 73 F, 4 W 28 58 1 1T 55 1 2 3
DSP #E47, HoAR7E CPU #E47, SEBL T S 4 B¢ 4% 1)
MK IFAT. iR A DSP 58 iU F it B 5 ¥
LR AR 45 CPU BEATSRF R P R ER . CPU g
Fr5hs R 2 RHE R A [F] iF, DSP JT 46 F — 4k
MR TR
2.2.2 EAFNHHA

£ CPU-GPU A 3H5 R 4, CPU Ml 77
Bli B Joad i CPU i 2 280 i 4 A 11 A M
( peripheral component interface express, PCIE) &L
Ltk s GPU MR AE . GPU RS M4 R
RAFHZ PCIE B2 AL B NAT, 5¢ ll— RT3
HH 4TI EE RS , TensorFlow SFHESE—
fle 2= R A 5 2 BRI A7, A Kt i
HAs — ¥k CPU-GPU iz o EX T iz,
W 2 2 1) CPU-GPU Hdfa iz , sl i id H &
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W BAERIRGE 2 . R R i, DDR H A7 AE
CPU-DSP =2y B bt 25 (] . PRIk, AR 4 it 7Y
ARG X BT TN AR K AL
(B A S5 N B A R B AR A L
Yy bk =3 18], B IR iz i In) i, o Jo A2 O
AL K R B Al S AT AR . RIS T R Y
HENAER RGO TN
X RSP X 2% (R i ) L S ) TSR AR, AT LA
/DR s 7R CPU F DSP 2Z (8] i 45 DL, DT 9k 20>
TS
2.2.3 ZMs TR

b T ik TensorFlow 83 & =% 3 HEZR (i F§ DSP
S I R I o 2 D 2 HE BRI, i T 2
ffiik CUDA Wy PR RESE 7 2, In1&l 4 o, bk
RESEFPEAL % T DSP 3K 5l Fil CPU-DSP 44 417
I, B PEREA AL S IR 2R T L B
%, % TensorFlow S5 P B 27 5] HE QR EE AL 458 — 1) 42
F R BRI RIEE . anEl 4 FroR, 223 &
F TensorFlow J255 B 0 25 44 7 , 47 140 2 1 R AR SC
JT R TSI 45 A

import tensorflow as tf
{ from minigo_ops import convolution_mg |

import tensorflow as tf

def network(): def network():
conv1 = functools.partial( conv1 = functools.partial(

tf.layers.conv2d, ic 1
filter=..., Ciler= T
kernel_size=..., kernel_s:
padding=..., padding=.
use_bias=..., use_bias=.
data_format=..., data_format=...,
name=...) name=...)

layer1 = conv1(
features=input_feature,
filters=...,
name=...)

layer1 = conv1(
features=input_feature,
filters=...,
name=...)
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Fig.4 Example of calling the operator library
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Fig.5 Comparison of computing time of each operator on
different CPU cores and DSP
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Tab.2 Computational efficiency, computational quantity,
computational performance of CONV3_RES

running on 8 DSP cores

R, R RS
R | -
GFLOPS  (TFLOPS/s) %
96 2.56 0.64 23.03
768 20.44 1.30 46.90
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TensorFlow H 2 fy BRI\ 52 4 31 548 11, Kdle 1
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Tab.3  Comparison of forward calculation time before and after

shared memory programming optimization

DSP-SMP/ DSP + SMP/

By s L
ms ms

CONV3_INIT 16.05 6.52 2.46
CONV3_RES 16. 85 4.02 4.19
CONVI1_POLICY 18.22 1.05 17.40
CONVI_VALUE  15.95 0.95 16.72
BN + ReLLU 18.70 4.23 4.42
FC1 ~3 20.98 2.87 7.32

F4 HZNERBALAERETTEF SR EX L

Tab.4  Comparison of backward calculation time before and after

shared memory programming optimization

DSP-SMP/ DSP + SMP/

i g ke
ms ms
CONV3_INIT 16.48 1.39 11.88
CONV3_RES 35.59 4.21 8.45
CONVI_POLICY 38.55 3.59 10.75
CONVI_VALUE 30.96 2.77 11.18
BN + ReLU 34.90 6.28 5.56
FC1 ~3 27.13 24.21 1.12

4. 21 ms, fin ¥ H 2 8.45, BN + ReLU Fif[a] it
SN T T H AL B S B 4 1) 2 4. 42 F1 5,56, A
S AR, e A G S RO 4R T 5
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Tab.5 Execution time of one step computation

BBt CPU-8/ms DSP-8/ms T e
i 606. 18 236.79 2.56
RS 1642.00 350. 62 4.68

14 2248.18 587.41 3.83

Fx6 HEFEHEFENI

Tab.6 Inference execution time of self-play

ARG RIS R EL I [H)/s T e

CPU-8 10 000 1185.87 1.0

DSP-8 10 000 816.48 1.5
4 it

AT MiniGo T30 2 45 R 1R E 5+
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